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Abstract

We present SR3, an approach to image Super-Resolution via Re-
peated Re�nement. SR3 adapts denoising di�usion probabilistic mod-
els (Ho et al. 2020), (Sohl-Dickstein et al. 2015) to image-to-image
translation, and performs super-resolution through a stochastic itera-
tive denoising process. Output images are initialized with pure Gaus-
sian noise and iteratively re�ned using a U-Net architecture that is
trained on denoising at various noise levels, conditioned on a low-
resolution input image. SR3 exhibits strong performance on super-
resolution tasks at di�erent magni�cation factors, on faces and

1 Introduction

This paper examines: Image Super-Resolution Via Iterative Re�nement.
Research question: How does conditioning mechanism variation in multi-
modal time-series generative models impact downstream classi�er accuracy
and Wasserstein distance?.

2 Methodology

Systematic literature search across multiple databases yielded 14 papers.
Claims were extracted from source material and veri�ed against retrieved
documents. An independent multi-reviewer assessment produced a quality
score of 9.3/10.

3 Results

14 papers retrieved. 9 claims extracted; 9 independently veri�ed. Quality
review score: 9.3/10.
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4 Limitations

This report is a machine-generated literature synthesis and does not consti-
tute original research. Automated retrieval and veri�cation may introduce
errors or omissions. Review scores re�ect automated assessment, not hu-
man peer review. Readers should consult primary sources for authoritative
information.

5 Extracted Claims

Claim Veri�ed Con�dence

SR3 adapts denoising di�usion probabilistic
models to image-to-image translation.

✓ 0.24

SR3 performs super-resolution through a
stochastic iterative denoising process.

✓ 0.27

SR3 output images are initialized with pure
Gaussian noise.

✓ 0.22

SR3 uses a U-Net architecture trained on de-
noising at various noise levels, conditioned on a
low-resolution input image.

✓ 0.29

On the 8$\times$ face super-resolution task on
CelebA-HQ, SR3 achieves a human evaluation
fool rate close to 50%.

✓ 0.34

On the 8$\times$ face super-resolution task on
CelebA-HQ, GAN baselines do not exceed a fool
rate of 34%.

✓ 0.32

On the 4$\times$ super-resolution task on Im-
ageNet, SR3 outperforms baselines in human
evaluation.

✓ 0.32

On the 4$\times$ super-resolution task on Ima-
geNet, SR3 outperforms baselines in the classi-
�cation accuracy of a ResNet-50 cla

✓ 0.40

SR3 achieves competitive FID scores on the
class-conditional 256$\times$256 ImageNet gen-
eration challenge when used in cascaded

✓ 0.30
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