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Abstract

This report synthesises findings from 4 peer-reviewed papers ad-
dressing the following research question: What are the benchmark
performance scores of GPT-3 on reasoning mathematics coding and
language understanding tasks. 7 claims were extracted from source
literature; 7 were independently verified against retrieved documents.
An automated multi-reviewer quality assessment produced a score of
9.0/10. This report is a machine-generated literature synthesis and
does not constitute original research.

1 Introduction

This paper examines: Sparks of Artificial General Intelligence: FEarly ex-
periments with GPT-4. Research question: What are the benchmark per-
formance scores of GPT-3 on reasoning mathematics coding and language
understanding tasks.

2 Methodology

Systematic literature search across multiple databases yielded 4 papers. Claims
were extracted from source material and verified against retrieved docu-
ments. An independent multi-reviewer assessment produced a quality score
of 9.0/10.

3 Results

4 papers retrieved. 7 claims extracted; 7 independently verified. Quality
review score: 9.0/10.



4 Limitations

This report is a machine-generated literature synthesis and does not consti-
tute original research. Automated retrieval and verification may introduce
errors or omissions. Review scores reflect automated assessment, not hu-
man peer review. Readers should consult primary sources for authoritative

information.

5 Extracted Claims

Claim

Verified Confidence

GPT-4 was trained using an unprecedented scale
of compute and data.

The paper investigates an early version of GPT-
4 that was still in active development by OpenAl
at the time.

GPT-4, ChatGPT, and Google’s PaLM exhibit
more general intelligence than previous Al mod-
els.

GPT-4 can solve novel and difficult tasks in
mathematics, coding, vision, medicine, law, and
psychology without needing

GPT-4’s performance on the tested tasks is strik-
ingly close to human-level performance.

GPT-4 often vastly surpasses prior models such
as ChatGPT in performance across various
tasks.

The authors believe GPT-4 could reasonably be
viewed as an early, yet incomplete, version of an
artificial general intel
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