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Abstract

This report synthesises �ndings from 15 peer-reviewed papers ad-
dressing the following research question: What are the trade-o�s be-
tween retrieval e�ciency and generation quality when applying diversity-
aware re-ranking strategies in RAG systems evaluated on open-domain
QA tasks. Retrieval-augmented generation (RAG) enhances large lan-
guage models (LLMs) for domain-speci�c question-answering (QA)
tasks by leveraging external knowledge sources. However, traditional
RAG systems primarily focus on relevance-based retrieval and often
struggle with. 8 claims were extracted from source literature; 2 were
independently veri�ed against retrieved documents. An automated
multi-reviewer quality assessment produced a score of 5.2/10. This
report is a machine-generated literature synthesis and does not consti-
tute original research.

1 Introduction

This paper examines: Vendi-RAG: Adaptively Trading-O� Diversity And
Quality Signi�cantly Improves Retrieval Augmented GenerationWith LLMs.
Research question: What are the trade-o�s between retrieval e�ciency and
generation quality when applying diversity-aware re-ranking strategies in
RAG systems evaluated on open-domain QA tasks?.

2 Methodology

Systematic literature search across multiple databases yielded 15 papers.
Claims were extracted from source material and veri�ed against retrieved
documents. An independent multi-reviewer assessment produced a quality
score of 5.2/10.
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3 Results

15 papers retrieved. 8 claims extracted; 2 independently veri�ed. Quality
review score: 5.2/10.

4 Limitations

This report is a machine-generated literature synthesis and does not consti-
tute original research. Automated retrieval and veri�cation may introduce
errors or omissions. Review scores re�ect automated assessment, not hu-
man peer review. Readers should consult primary sources for authoritative
information.

5 Extracted Claims

Claim Veri�ed Con�dence

Vendi-RAG uses a retrieval approach based on
the Vendi Score (VS) to explicitly quantify se-
mantic diversity in a set of

✓ 0.19

The Vendi Score attains its maximum value n
when all documents are orthogonal (fully di-
verse).

× 0.06

Setting s = 0.0 in the VSR process represents a
pure similarity search scenario.

× 0.02

As s increases from 0.0 to 1.0 in the VSR process,
both Kendall's $\tau$ and Spearman's $\rho$
decrease progressively.

× 0.03

Vendi-RAG was evaluated on three multi-hop
QA benchmark datasets: MuSiQue, HotpotQA,
and 2WikiMultiHopQA.

✓ 0.20

The sensitivity analysis of the VSR process was
conducted using 100 randomly sampled queries
from the dataset.

× 0.03

Kendall's $\tau$ measures the rank order simi-
larity between two lists by evaluating concordant
and discordant pairs.

× 0.04

Spearman's Rank Correlation $\rho$ assesses
the monotonic relationship between two rank-
ings by considering both orderings and

× 0.02
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