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Abstract

We present Stable Video Di�usion - a latent video di�usion model

for high-resolution, state-of-the-art text-to-video and image-to-video

generation. Recently, latent di�usion models trained for 2D image

synthesis have been turned into generative video models by insert-

ing temporal layers and �netuning them on small, high-quality video

datasets. However, training methods in the literature vary widely, and

the �eld has yet to agree on a uni�ed strategy for curating video data.

In this paper, we identify and evaluate three di�erent stages for suc-

cessful training of video LDMs: text-to-image

1 Introduction

Analysis of: Stable Video Di�usion: Scaling Latent Video Di�usion Models
to Large Datasets. Research goal: How does varying LoRA rank in cross-
attention layers a�ect LPIPS and FVD on UHD video benchmarks when
�ne-tuning Wan2.1 I2V-14B on small cinematic datasets?.

2 Methodology

Multi-query arXiv search (4 parallel queries, Relevance-sorted). TF-IDF
cosine semantic veri�cation (bigrams, threshold=0.15). NIM nv-embedqa-
e5-v5 (dim=1024) for semantic indexing. Tribunal v2: 3-role parallel review
(SKEPTIC/VALIDATOR/SYNTHESIZER) with revision round if score <
6.5.

3 Results

10 papers retrieved. 6 claims extracted, 6 veri�ed. Tribunal: 8.5/10 �
APPROVE (revision_round=0). Policy: AUTO_APPROVE.
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4 Uncertainties

NIM free tier latency varies. TF-IDF veri�cation is a weak signal. arXiv
Relevance ranking is query-dependent. Tribunal consensus is LLM-based
and prompt-sensitive.

5 Extracted Claims

Claim Veri�ed Con�dence

Stable Video Di�usion is a latent video di�u-
sion model for high-resolution text-to-video and
image-to-video generation

✓ 0.39

Latent di�usion models trained for 2D image
synthesis have been turned into generative video
models by inserting tempor

✓ 0.40

Training methods in the literature for video
LDMs vary widely and lack uni�ed strategy for
curating video data

✓ 0.21

The model requires three di�erent training
stages: text-to-image pretraining, video pre-
training, and high-quality video

✓ 0.27

A well-curated pretraining dataset is necessary
for generating high-quality videos

✓ 0.19

The model provides a strong multi-view 3D-prior
and can serve as base to �netune multi-view dif-
fusion model

✓ 0.34
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